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Abstract—Modern real-time embedded systems increasingly
integrate software with varying criticality levels, which increases
the interest in mixed criticality scheduling (MCS). MCS provides
runtime adaptation mechanisms when low criticality tasks exceed
their allocated execution budgets in order to guarantee the timing
constraints of high criticality tasks. Most of the current research
on MCS adaptation mechanisms focuses on guaranteeing timing
constraints by interrupting and discarding low criticality tasks
when their budgets are exceeded. They consider only the tem-
poral dimension, without taking into account the quality of the
results obtained. Quality is defined as the accuracy level of the
results computed by a task within a given execution time. In this
article, we propose an approach to integrate quality in a new task
model to establish a relationship between quality and scheduling
design. We propose the q-AMC scheduling algorithm to validate
our task model. This algorithm integrates quality degradation
into the scheduling adaptation mechanism. Simulation-based
experiments show that our approach increases the quality up
to 44.6% compared to the original AMC approach.

I. INTRODUCTION

This article is set in an industrial context at Thales, focusing
on artificial intelligence (AI) driven processing for sensors
in real-time systems. We assume processing based on con-
volutional neural networks (CNN), for example CNN-based
object classification on images captured by underwater drone
cameras. Implementing such processing alongside critical ap-
plications on current hardware platforms requires adaptation
to the specific characteristics of the equipment while ensuring
compliance with application timing constraints.

The partitioning approach, which ensures spatial and tem-
poral isolation of applications [1], has been considered as a
potential candidate. However, this approach may lead to over-
reservation and inefficient use of computing resources [2].

An alternative method is to use a mixed criticality schedul-
ing (MCS) approach [2] in which tasks are adapted at runtime
according to available computing resources. MCS manages
tasks with varying criticality levels and ensures that the
most critical tasks meet their timing constraints. Research in
this area explores strategies to allow low-criticality tasks to
execute without impacting the most critical ones. When the
budget allocated to a low-criticality task is exceeded, which
is referred to as an overrun, an adaptation mechanism is
triggered to maintain the timing constraints of the most critical
tasks. Based on this principle, various approaches have been
developed, such as Adaptive Mixed Criticality (AMC) and
Static Mixed Criticality (SMC) [3].

Applications considered in this industrial context are any-
time treatments. With anytime treatments, quality of the re-
sults improves gradually as computation time increases. With
anytime treatments, intermediate results can also be obtained.
In this article, quality is defined as the accuracy level of the
results computed by a task within a given execution time.
CNN applications with early-exit capabilities is an example
of applications compliant with such quality specification [4].
Such CNN features multiple output neurons at different depths,
each providing different results corresponding to different
levels of quality.

[Problem statement] Current research on MCS focuses
on verifying timing constraints. They ensure that high criti-
cal tasks meet their deadlines by adapting low critical task
execution at mode changes. In current MCS approaches, the
quality of the results is not considered in the task model. Then
scheduling of the tasks is not driven by the quality of the
results. Furthermore, in MCS, mode changes do not maximize
quality of the result and are usually expensive operations.

To address these limitations, it is necessary to define both
a quality model and an adaptation mechanism that takes these
limitations into account. These should ensure that the timing
constraints of critical tasks are met, while the quality of tasks
is maximized and the cost of mode changing is reduced.

[Contributions]
In this article, we propose to model the concept of quality as

a set of levels. We show how to translate this quality concept
to an architectural model by introducing a new task model
named q-MCS. q-MCS allows us to define task computation
budget at design time, and manages quality at runtime. We
also propose a scheduling algorithm, named q-AMC, which
extends the adaptation mechanism of the original AMC [3]
algorithm to manage task budgets according to quality. Our
approach leverages task-level quality degradation to gradually
adapt low-criticality tasks before triggering a mode change, i.e.
a system-level adaptation mechanism where all low-criticality
tasks are discarded. Thus, the proposed degradation allows the
task to continue executing while contributing to maximizing
the quality of its results. It also enables to reduce mode change
overhead.

The rest of the article is organized as follows. Section II
presents the background knowledge and positions our work in
the state-of-the-art. Section III defines the q-MCS task model,
explains how to set computation budgets at design time, and
presents our method for performing quality management at



runtime. Section IV describes the q-AMC scheduling algo-
rithm. Section V presents an experimental evaluation of our
approach. Finally, Section VI concludes this article.

II. BACKGROUND & RELATED WORK

In this section, we first present an overview on mixed
criticality scheduling (MCS). We introduce the notion of
quality and anytime treatments. Finally, we position our work
in the state-of-the-art.

A. Mixed criticality scheduling

The concept of MCS emerged as software and hardware
became increasingly complex and less timing predictable [5].
A key aspect of MCS is that task parameters, such as the
Worst-Case Execution Time (WCET), become dependent on
the criticality level of the task. In the seminal work of
Vestal [2], the author presents a modified preemptive fixed
priority schedulability analysis. It assumes that the timing
guarantees for a task must be based on WCET values that
have the same level of criticality as required for that task -
the higher a task’s criticality level, the more pessimistic the
WCET.

Numerous researches [5] have been conducted since the
Vestal seminal work. They are based on the assumption that
high (HI) and low (LO) criticality tasks share the same
computing units without resource reservation and that the
system operates in two modes: HI and LO. In [3], the authors
present the SMC approach, which prevents task jobs from
exceeding their LO budget. Any LO task that exceeds its
budget is stopped. However, if an HI task exceeds its LO
budget, the system switches from the LO mode to the HI
mode. In the HI mode, LO tasks can continue to run but there
is no guarantee that they will meet their timing constraints.

In [3], the authors also present the AMC approach which
goes further than SMC by dropping all LO tasks if any task
exceeds its LO budget. HI tasks behavior is the same than
SMC. However, when an LO task exceeds its budget, it is
stopped immediately and triggers a switch to the HI mode.
LO tasks do not run in the HI mode.

The flexible mixed criticality (FMC) [6] introduces the
concept of per-task mode changes. With FMC, each task may
independently switch from LO to HI mode. When an HI
task exceeds its budget, it alone switches to the HI mode,
unlike the AMC and SMC approaches where all tasks switch
synchronously.

B. Quality & Anytime Algorithms

In this article, we refer to the concept of quality as a
property related to task execution:

Definition 1 (Quality): Quality for a task is a level of
accuracy of its results computed with a given execution time.

In this work, we assume that the level of result accuracy
achieved by a task increases with its execution time. Such
kind of relationship between task execution time and quality
level is compliant with the definition of anytime algorithm:

Definition 2 (Anytime algorithm): Anytime algorithms are
algorithms whose quality of results improves gradually as
computation time increases [7].

An early exit CNN [4] is an example of anytime algorithm.
This CNN incorporates intermediate outputs, allowing pro-
cessing to be stopped earlier to speed up inference. A shorter
path through the network means fewer computations. This
mechanism reduces the computation load, which has a negative
impact on quality.

C. Temporal Degradation

When task exceed their budget in MCS, they can be
degraded to allow them to continue executing in critical mode.
Degrading a task consists in reducing its functionality rather
than stopping it entirely. One of the first example is the
graceful degradation approach [8], where LO tasks are allowed
to execute in HI mode.

Various kinds of task degradation have been proposed. The
elastic task model [9] reduces CPU utilization by changing
task parameters such as the period or the computing budget.
The elastic mixed criticality (EMC) model proposes to apply
such degradation in a mixed criticality system [10].

The imprecise mixed criticality (IMC) [11] based on the
imprecise computation model allows LO tasks to execute in
HI mode with a computing budget composed of 2 parts. Each
task has a mandatory execution time to produce a minimal
quality result and an optional execution time to produce a
result of higher quality.

Other approaches propose to stop a subset of the tasks. For
example, [12] stops only the less important tasks when the
system switches to the HI mode. Others do not stop LO tasks
but some of their jobs [13]. LO task degradation can also be
achieved by adapting priorities of the tasks [14] or processor
speedup [15].

D. Thales context and State-of-the-art positioning

Thales applications considered in this article are subject to
strict constraints and contains both critical and non-critical
tasks. Tasks are early exit CNN with at least 4 quality of
results.

We then propose to specify the quality of the results as a
set of levels. Each task has then a computation budget for
each of its quality level. Due to the criticality constraints of
the applications, it is necessary to establish a clear separation
between LO and HI modes. We then use the AMC approach,
which is specifically designed to address these needs. The
proposed scheduling policy aims to enforce deadlines of the
HI tasks and to maximize the quality of the LO tasks. To
improve result quality, we propose a task-level adaptation
mechanism that adapts gradually the quality of the LO tasks
according to computing resources. This also delays mode
change.

To our knowledge, none of the approaches in the state-
of-the-art represents and manages quality as proposed in this
article.



Quality 

Requirement

Architecture / 

Scheduling Design

𝑸𝒊
𝒎𝒊𝒏, 𝑸𝒊

𝒎𝒂𝒙 𝑪𝒊 𝑴 ,𝑇𝑖 , Π𝑖 , 𝐿𝑖 , 𝑃𝑖, …

Fig. 1: Integration of Quality Aspect in MCS task model

In the state-of-the-art, degradation is applied to the temporal
parameters of tasks such as the period or the execution time
budget, whether or not tasks are completed. However, none
of them translates quality specifications into an architecture
model by introducing the notion of quality level into the task
model. For example, the elastic task model does not explicitly
model the notion of quality. Compared to the imprecise mixed
criticality, our approach is not limited to 2 parts, but allows a
finite, and potentially large number of quality levels.

Our aim is to maximize task quality by allowing graceful
degradation, enabling LO tasks to continue executing while
minimizing the need to stop jobs or tasks. In the state-of-
the-art, degradation in MCS is only applied on LO tasks
in HI mode. We apply degradation of them in LO mode.
Furthermore, our aim is to maximize the execution of LO tasks
and not to stop them. So we do not degrade all tasks when
a task exceeds its budget, but we only lower quality of the
faulty task. Mode switch is then delayed to maximize quality
and also to minimize overhead due to the mode switch. By
lowering the result quality, we reduce execution time and thus
CPU utilization, while maintaining control over the trade-off
between timing and result quality.

In the next section, we present the proposed quality model
and how it is mapped in the task model.

III. Q-MCS: QUALITY-AWARE MODEL FOR MIXED
CRITICALITY TASKS

In this section, we present our extended MCS task model,
named q-MCS, in which the quality aspect is considered. First,
we establish the relationship between the quality specification
and its scheduling design. As illustrated in Figure 1, quality is
specified by a maximum quality value and a minimum quality
value. We show how to translate this specification as a task
model. Second, we explain how such quality specification can
be used to establish task computing budgets. Finally, quality
management at runtime is addressed.

A. System model and Assumptions

The system operates in mode M which can be either HI
mode or LO mode. The execution platform is a multiprocessor
architecture with m processors Pj, j ∈ 1..m. There are n peri-
odic tasks τi, i∈ 1..n running on the m processors. In this work,
we consider both partitioned (without task migration between
processors) and global scheduling (with task migration). A
preemptive fixed priority scheduling policy is applied. A task
execution can suffer interference due to concurrent activities
within the system. Interference may arise either from the

shared hardware resources of the multiprocessor (e.g. memory
unit, cache units, bus contention, etc) or software interference
raised by the operating system. Each task has the following
attributes:
• Ti is the period of the task, i.e. the fixed duration between

two consecutive releases of the task τi.
• At each of its periodic release, a task τi has to run a

program. We call such program execution a job. The j-th
job of task τi, denoted by τi, j where j ∈ {1, . . . ,n} and n
denotes the total number of releases of task τi.

• Each task τi has a relative deadline Di which is less or
equal than Ti.

• Li defines the criticality level of the task τi. Two criticality
levels are assumed: LO and HI.

• Πi is the fixed priority of the task τi.
• Each task τi has a computing budget for each mode:

Ci(M) is the budget of task τi for the mode M.
We propose to specify the quality as a set of levels:
Definition 3: The quality levels of a task τi are the different

degrees of accuracy of the results it can produce as a function
of a given execution time.

Many applications in real-time systems are compliant with
definition 3. Model predictive control software (MPC) is an
example of anytime program compliant with such quality
model. MPC needs a certain amount of time for its prediction,
and the higher computation time MPC may have, the higher
accurate predictions it may compute [16]. The computation
time allocated to such a program is proportional to the accu-
racy it can deliver. Many iterative programs are also compliant
with definition 3, e.g. iterative evolutionary heuristics for path
drone planning [17], iterative image processing algorithms to
detect objects [18], iterative signal processing algorithms [19],
etc. With iterative programs, the number of iterations can be
directly mapped to quality levels.

A distinction is made between provided and targeted quality:
• The targeted quality corresponds to the level of quality

expected by the task at the end of its execution.
• The provided quality is the quality level actually obtained

at the end of a task execution.
Furthermore, we assume that quality is bounded by two

limits, Qmin
i and Qmax

i which are positive non-null integers:
• Qmin

i is the minimum provided or targeted quality to the
task τi.

• Qmax
i is the maximum provided or targeted quality to the

task τi.
In the case of an anytime program, Qmax

i represents the
provided result quality when the task executes for its maximum
execution time, while Qmin

i corresponds to the quality obtained
with its minimum execution time. During runtime, When the
budget to produce the maximum targeted quality is too high
and does not allow a schedulable system, Qmax

i can be set to
a lower quality level.

Notice that original periodic tasks as defined by Liu and
Layland [20] can be considered with only one quality level.
If a task τi has identical values for Qmax

i and Qmin
i , this means



Ti Πi Li Qmin
i Qmax

i
W q

i Ii(M) Ci(M) xi, j

q = 1 q = 2 q = 3 LO HI LO HI LO HI

τ1 25 1 LO 1 3 1 3 4 3 ⊗ 7 ⊗ [4,7], [3,6], [1,5] ⊗

τ2 24 2 LO 1 1 3 ⊗ ⊗ 5 ⊗ 8 ⊗ [3,8] ⊗

τ3 15 3 HI 1 1 3 ⊗ ⊗ 5 10 8 13 [3,8] [3,13]

TABLE I: Example of a q-MCS taskset
⊗: no value

that its result cannot be degraded. During its execution, it
either finishes normally or is interrupted due to the adaptation
mechanism. In that case, the task’s behavior is similar to a
periodic task.

Finally, we assume that LO tasks may have several quality
levels, while in contrast HI tasks have only one quality level,
i.e. Qmax

i = Qmin
i = 1.

Up until this point, we have defined the basic blocks of
q-MCS task model. In the next sections, first we explain our
rationale behind the computation of task budget Ci(M) con-
sidering the quality aspect. Next, runtime quality management
is detailed. To illustrate this, we use the example defined in
Table I.

B. Computation of the task budgets at design time

Task execution can suffer interference due to concurrent ac-
tivities within the system. We integrate the interference in the
budget computation for each mode. This allows us to establish
budgets that are scheduling-independent with different levels
of pessimism.

We first discuss about interference. Interference refers to
any additional delay added to task execution time due to
the operating system or the shared hardware resources such
as shared memory (cache, main memory) and interconnects
(memory bus, Network on Chip) [21].

Interference is difficult (or even impossible) to quantify in
practice [22], especially for complex programs and hardware
architectures. We then consider a pessimistic interference
budget noted as follows:
• Ii(LO) is τi interference budget in LO mode.
• Ii(HI) is τi interference budget in HI mode.
The interference budget will be assumed more pessimistic

in HI mode than in LO mode for HI task:

∀i : Ii(HI)≥ Ii(LO) (1)

We now introduce the notion of quality into budget com-
putation. This notion, represented by a quality level q, allows
the computation of W q

i as follows:
• W q

i represents the WCET of the task τi for achieving the
quality level q in isolation.

Contrary to interference, we assume that WCET can be
obtained.

Furthermore, as our objective is to maximize the quality
provided by LO tasks, we introduce the following assumption:

Assumption 1: For any given budget, a task τi always tries
to produce the higher quality.

Based on assumption 1, the execution time measured in
isolation is computed as follow:

• W Qmax
i

i represents the WCET of the task τi to achieve the
maximum provided quality Qmax

i in isolation.
Thus, a budget Ci(M) is the sum of two parts:{

∀i : Ci(LO) =W Qmax
i

i + Ii(LO)

∀i with Li = HI : Ci(HI) =W Qmax
i

i + Ii(HI)
(2)

In MCS, the budget in HI mode is more pessimistic than
in LO mode in order to guarantee the timing constraints of
the tasks in HI mode. Ci(LO) is the budget to achieve max-
imum quality Qmax

i with optimistic (LO) interference budget.
Ci(HI) is the budget to achieve maximum quality Qmax

i with
pessimistic (HI) interference budget. We consider that Ci(HI)
represents the WCET of τi. Ci(HI) is not defined for LO tasks
in the HI mode.

Let us now see an example of budget computation from
Table I. We show how to compute C1(LO), the computing
budget of τ1 in the LO mode. C1(LO) is the sum of W Qmax

i
i

and the interference budget in LO mode of τ1. The higher
quality value of τ1 is 3 and then, we have W

Qmax
1

1 = W 3
1 = 4.

W 3
1 corresponds to the worst-case execution time in isolation

under optimistic conditions with the maximum quality level 3.
As the most optimistic interference LO is 3 (see Table I, the
computing budget C1(LO) of task τ1 is 4+3 = 7.

C. Runtime quality management

In this section, we introduce notations and properties about
task execution and explain how quality management is per-
formed at runtime.

Each job of a task τi contributes to the task τi provided
quality. Let note qi, j, the provided quality result of the job
τi, j. When computing qi, j, assumption 2 holds:

Assumption 2 (Job completion): Job τi, j has a targeted
quality when it is released. If τi, j finishes its execution, then
the provided result quality is the targeted quality. Otherwise,
the result is considered lost, as its provided quality is zero.
This means that once a job has been completed, it can only
achieve one level of quality.

To control the minimum acceptable quality level, the user
can define a quality threshold for each task.



Definition 4: The quality threshold, noted by qti, is defined
by the user to bound the minimum quality level of τi.

xi, j is the execution time of τi, j. The lower-bound of
execution time interval for the j-th job of task τi, denoted
as xi, j, in mode LO or HI is the WCET to achieve the best
quality with no interference. The upper-bound of execution
time interval for the job τi, j in mode LO or HI is the WCET to
achieve the best quality with pessimistic interference budget:

∀M, i, j,q :

{
xi, j ∈ [W q

i , Ci(M)] if Li = HI
xi, j ∈ [W q

i , Ci(LO)] if Li = LO
(3)

Table I shows for τ1 that the execution time may vary between
two values. The first corresponds to the worst-case execution
time W 3

1 to achieve the best quality with no interference, i.e.
4 and the second value corresponds the computing budget
C1(LO) i.e. 4 + 3 = 7. This gives a possible execution time
x1,1 between 4 and 7.

The objective of q-AMC is to maximize the quality provided
by LO tasks. To evaluate it, we introduce sqi(t) which is the
provided quality during task τi life:

Definition 5: The sum of provided quality of task τi between
time 0 and t, noted sqi(t), is the sum of the quality of the
results for the ki jobs of task τi completed between time 0
and t, or:

sqi(t) =
ki

∑
j=1

qi, j (4)

For example, if τ1 is released twice and runs with its
maximum quality without exceeding its budget, its provided
quality is 3+3 = 6.

IV. Q-AMC: INTEGRATING QUALITY ADAPTATION IN
MIXED CRITICALITY SCHEDULING

In this section, first we introduce the q-AMC algorithm.
Second, we illustrate differences between the original AMC
algorithm and q-AMC with an example.

A. q-AMC scheduling algorithm

The q-AMC algorithm manages the quality of the tasks.
The objective of this algorithm is to extend the AMC scheme
with an original task adaptation method. Specifically, it offers
a second opportunity for LO tasks that have exceeded their
budget to continue execution by reducing their quality level.
Exceeding budget of LO tasks does not imply necessary a
switch to the HI mode as with the original AMC: we propose
a more flexible way before entering HI mode.

Algorithm 1 summarizes the AMC adaptation mechanism.
When a task exceeds its LO budget, the adaptation mechanism
is triggered on line 1. With AMC, all LO tasks are discarded,
as indicated by the discard LO tasks() function on line 2. A
mode change occurs in line 3.

Algorithm 2 describes how the quality of a task is managed
with q-AMC. When an overrun occurs for a LO task, the
adaptation mechanism is triggered at line 2. The current job of
τi is stopped but the task is kept for its next releases, as defined
by the stop and keep() function at line 3. The quality level

Algorithm 1 AMC overrun adaptation in LO mode

1: if xi, j >Ci(LO) then
2: discard LO tasks();
3: M← HI
4: end if

of the current LO task is degraded at line 4, thereby reducing
its execution time. The activation of this mechanism is limited
by Qmin

i .

Algorithm 2 q-AMC overrun adaptation in LO mode

1: if xi, j >Ci(LO) then
2: if Li = LO and (qi, j−1)≥ qti then
3: stop and keep(τi, j)
4: qi, j+1 ← qi, j - 1
5: else
6: discard LO tasks();
7: M← HI
8: end if
9: end if

If a LO task overruns its LO budget, q-AMC verifies
whether the task quality level can be reduced. q-AMC reduces
the quality level of the task and compares it with Qmin

i . A
switch from LO to HI mode only occurs if the reduced quality
level is less than qti at line 2. Otherwise, the task quality
level may be further reduced. When HI tasks exceeding their
budget, q-AMC applies the same protocol as in the original
AMC scheme.

In essence, q-AMC attempts to keep the system in LO
mode as much as possible by degrading the budgets of LO
tasks. If a system is deemed schedulable in LO mode by the
response time analysis presented in [3], it remains schedulable
as the analysis is known to be sustainable with regard to the
execution requirements [23]. In other words, the well-known
response time analysis technique of AMC is still applicable to
q-AMC.

To summarize, q-AMC can be described as follows:
• As long as the LO task budgets are not exceeded, the

system remains in LO mode.
• When a task τi with a LO criticality level overruns, q-

AMC adapts the task if the current quality level of the
task is higher than Qmin

i , otherwise LO tasks are stopped
and q-AMC moves to the HI mode.

• If a HI criticality τi task exceeds its LO budget, we
immediately switch to the HI mode and the task continues
to run.

• In the HI mode, it is possible to return to the LO mode
when idle time occurs [24].

Another important aspect of the algorithm is the possibility
of returning to LO mode. The return conditions could include
an idle instant in the processor [25], when HI tasks have run
once without exceeding their LO budget [24], or based on the
principle of loan and refund [26]. In this article we focus on
the transition from LO to HI mode with quality degradation.
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Fig. 2: Scheduling produced by AMC and q-AMC

t AMC q-AMC

22 τ1 exceeds its budget and is stopped, M = HI τ1 exceeds its budget and is stopped, τ1 is degraded for the next release

24 τ2 is released and not executing since M = HI τ2 starts

25 τ1 is released and not executing since M = HI τ1 is released, but τ2 is still running and has a higher priority

30 τ3 starts τ2 completes its job and τ3 starts

33 τ3 completes its job τ3 completes its job and τ1 starts with degraded quality

36 - τ1 completes its job

sqi(t) sq1(36) = 3, sq2(36) = 1, sq3(36) = 3 sq1(36) = 5, sq2(36) = 2, sq3(36) = 3

TABLE II: Differences between AMC and q-AMC scheduling

B. Example: AMC vs q-AMC

To compare q-AMC with the original AMC algorithm, we
present the example defined in Table I. This example includes
three periodic tasks: two LO tasks and one HI task. The LO
tasks have a lower Πi priority than the HI task. Let’s assume
that τ2 and τ3 are completed within their budget, but task τ1
exceeds its budget and runs one unit of time beyond its budget.

1) Scheduling produced by q-AMC and AMC: As seen
in Figures 2, both AMC and q-AMC produce a scheduling
according to their priority and periodic release time. From
time 0 to 21, τ2 and τ3 do not exceed their budget. At time
15, τ1 is preempted by τ3 until time 21. It resumes, continues
beyond its C1(LO) budget of 7, and is stopped at time 22
without completing.

Based on such scenario, the behavior of q-AMC and AMC
is compared in the Table II. With AMC algorithm τ3 leads to
a sum of provided quality results of 3, τ2 of 1 and τ1 of 0. In
the q-AMC case the sum of provided quality of τ3 leads the
value of 3, τ2 of 2 and finally τ1 of 3.

To conclude with this example, the difference in quality
between the AMC and the q-AMC is 2 for τ1 and 1 for τ2.
This corresponds to an additional execution of the task τ1 with
a provided quality of 2 and the task τ2 with a provided quality
of 1.

This improvement in quality with q-AMC can be explained
by our quality degradation method. With AMC, a mode switch
occurs because τ1 exceeds its budget. Then, τ1 is stopped and
loses its results. After this mode change, the LO tasks are all
discarded. In the q-AMC case, because the system stays in
the LO mode when τ1 exceeds its budget, τ1 is not stopped
and instead has its quality level reduced for its next releases.
Moreover, τ2 is not discarded and continues its execution.
Then, q-AMC improves the sum of provided quality for both
τ1 and τ2.

V. EVALUATION

In this section, we present an evaluation of our proposals
by comparing the q-AMC algorithm with the classic AMC
solution. We evaluate the potential improvement in terms of
quality that q-AMC can achieve for each LO task and the
impact on the HI task schedulability. To carry out these
evaluations, we run simulations by implementing AMC and
q-AMC in the Cheddar tool [27].

We analyze the quality provided by the two approaches by
varying several parameters. In these experiments, we compared
the sum of the provided quality per task. To ease comparison,
we represent quality improvement as a percentage of the
provided qualities between AMC and q-AMC.

In the experiments, we have modelled interference as de-
fined in Section III-B.

The quality level of the tasks is defined by our case study.
The CNN has 4 outputs, which means that a task has 4 quality
levels ranging from 1 to 4. We set the quality threshold to the
minimum number of quality levels, i.e. 1.

Experiments are run with synthetic task sets generated with
UUnifast [28]. We apply UUnifast to generate Ci(LO) budgets.
Execution times xi, j for each job of tasks τi are also ran-
domly generated. In [29], CNN execution time measurements
exhibited a normal distribution curve. We then apply the same
distribution with the Box-Muller algorithm to generate xi, j
values. To generate any random numbers, we use a different
seed per simulation.

Finally, tasks are scheduled with a preemptive fixed priority
policy on a uniprocessor for the 2 first experiments and on a
multiprocessor for the third one. Each experiment consists of
100 scheduling simulations with 10 different task sets and the
values below:
• CPU utilization: ranging from 20% to 90%
• Task set size: 20 or 32 tasks



Fig. 3: Quality improvement according to r

• Task periods are statically defined to reduce simulation
time: (3000, 4000, 5000, 6000, 7500, 10000, 12000,
20000)

• Ratio of LO task number over HI task number, or r =
#LO
#HI ., ranging from 10% to 90%

• Ratio between CNN execution time in isolation and
interference budget: 50%

A. Quality improvement according to r

The aim of this experiment is to evaluate the provided
quality as a function of r.

We vary r in a set of 32 tasks from 10% to 90%. CPU uti-
lization is fixed to 70% to increase probability of mode change.
The results obtained during this evaluation are presented in
figure 3. Figure 3 is a heatmap showing quality improvement
per task given by q-AMC, with x-axis is the LO tasks and
y-axis represents r. The color shows the quality improvement:
blue dots means a low quality improvement while yellow is a
higher quality improvement.

Figure 3 shows similar performance between r = 10% and
r = 30%. When r >30%, q-AMC provides a higher improve-
ment of the quality. The quality improvement varies from
11.6% to 21.9% with 90% of LO task. Figure 3 also shows
that for any r values, q-AMC leads to an improvement of the
quality up to 21.9%. The quality improvement is proportional
to r. To summarize, the more LO tasks there are, the more
opportunities for adaptation there is.

B. Quality improvement according to the LO task periods

The aim of this experiment is to evaluate the quality
improvement according to the LO task periods.

Experimental conditions are the same as in the previous
experiment except that the size of the task set is fixed at 20
and we vary task periods. We run this experiment with four
sets of periods for the LO tasks. The first set is the initial
configuration. In the second set, the periods of the LO tasks
are reduced by 50%. For the 3rd and 4th sets, periods are again
reduced respectively by 75% and 87.5%. The duration of each

Fig. 4: Quality improvement according to the LO task periods

simulation run was the Least Common Multiple increased by
a factor of 2.

Figure 4 plots the quality improvement as a function of
the LO task periods. For readability, the points of each curve
are connected even if there is no relationship between the
qualities of the tasks. X-axis represents the LO tasks while the
y-axis is the quality improvement. We can notice that quality
improvement produced by q-AMC is proportional to the LO
task periods: the lower the period, the higher the quality im-
provement. For example, when periods are reduced by 87.5%,
q-AMC can achieve a quality improvement up to 44.6% while
without period reduction, the quality improvement ranges from
9.4% to 21%. To summarize, the more LO task jobs there are,
the more opportunities for adaptation there is.

In addition, we measured the worst case response times
(WCRT) during simulation of the HI tasks for these 2 first
experiments. Both AMC and q-AMC produce the same WCRT
for each task. q-AMC does not affect AMC schedulability of
HI tasks.

Furthermore, we also analyzed how q-AMC contributes to
reducing mode change overhead. q-AMC allows the LO mode
to be maintained for 3 to 10% longer, which actually reduces
the number of time the system has to switch between HI and
LO modes.

C. Impact of the migrations on the quality improvement

In this last experiment, we analyze the impact of task
migrations on the quality improvement.

For this last experiment, experimental conditions are the
same than the previous one except we simulate a multiproces-
sor architecture. We compare 3 task migration strategies [30]:
when tasks cannot migrate, when tasks can migrate at job
release time and when tasks can migrate at any time.

Evaluation results are shown in Figure 5. Each of these
strategies achieved a quality improvement between 10% and
17%. The quality improvements may slightly vary depending
on the tasks. For example, task τ9 scheduled without migration
can achieve a quality improvement up to 15.9% comparing to
16.5% with migration. This experiment shows that migrations
do not improve quality significantly.



Fig. 5: Quality improvement according to migrations

To conclude, in all scheduling simulations we ran, q-AMC
provides a quality improvement for LO tasks compared to
AMC without jeopardizing HI task deadlines.

VI. CONCLUSION

In this article, we propose to model the quality of task
results as a set of levels. We show how to translate such quality
specification to a task model called q-MCS. Q-MCS addresses
the concept of quality through execution time budgets. From
this model, we also propose a new scheduling algorithm, called
q-AMC, which integrates the quality of processing results. We
show how these proposals can be applied by implementing
them with a CNN-based application that exhibits an anytime
behavior.

Experiments were conducted to quantify the quality im-
provement and to compare our approach with the original
AMC approach. We analyzed the impact of our approach on
task quality as a function of the number of LO tasks and their
periods. One of the main outcomes of the experiment is that q-
AMC improves the quality of LO tasks by up to 44% compared
to AMC. Our approach always leads to a task quality that is
at least equal or higher to the original AMC protocol without
jeopardizing HI critical task deadlines.
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