Can we design a model to i1dentify scheduling
anomalies?

Blandine Djika*, Alain Plantec*, Georges Edouard Kouamou®, Frank Singhoff*
*Lab-STICC Laboratory UMR CNRS 6285, University of Brest, F-29200 Brest, France
T University of Yaounde 1, B.P. 337, Cameroon

Abstract

This paper deals with scheduling anomalies in real-time systems. Scheduling anomalies jeopardize schedulability analysis
made prior to execution. In this paper, we propose a model to investigate conditions leading to scheduling anomalies. Then, we
discuss about potential analysis methods and representations that could be explored with such a model.

I. INTRODUCTION

This article deals with scheduling anomalies in real-time systems. As defined in [ll], @ scheduling anomaly may refer to a
counter-intuitive phenomenon, for example, when increasing resources or relaxing constraints of a schedulable application can
make it unschedulable.

[Problem statement]

For certification purposes, stakeholders usually have to show at design time how real-time systems will be able to meet their
timing requirements. Such verification can be achieved by various means including schedulability analysis.

Unfortunately, such analysis can be jeopardized at runtime by scheduling anomalies. As a consequence, the real-time
scheduling community has tried to identify various situations that lead or may lead to scheduling anomalies. Usually, each of
those situations is described as an abstracted architecture model of the real-time systems in terms of task model and execution
platform. Several works have listed and explained examples of anomalies [2], [3], [4], but at our knowledge, none of them
have proposed a model allowing further analysis of the conditions that may lead to scheduling anomalies.

[Contributions]

In [5)], we have shown that architectures of real-time systems in which scheduling anomalies may occur can be modeled
as a set of constraints. In this article, we show that such constraints can be presented by 3 representations that may help the
community to understand how scheduling anomalies appear. These representations may contribute to identify new situations
where scheduling anomalies may occur.

In the next section, we present a short literature review to explain what kind of anomalies we consider in this article. Section
3 describes the main concepts we propose to model scheduling anomalies. Section 4 discusses about means to use the model
introduced in section 3. Finally, section 5 concludes the paper and gives our perspectives.

II. LITERATURE REVIEW ABOUT SCHEDULING ANOMALIES
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Fig. 1: Example of a scheduling anomaly related to task dependency

Numerous research works have investigated scheduling anomalies [4], [6], [7], [8], [9], [10], [L1]. Literature reviews about
scheduling anomalies also exist [12].

In this work, we focus on timing anomalies that are related to scheduling of the tasks. Figure[T] gives an example of scheduling
anomalies we consider in this article. This example, extracted from [4]], is composed of three periodic tasks scheduled with a
preemptive fixed-priority policy on a uniprocessor. Each task is defined by a 4-tuples with its WCET (Worst Case Execution
Time) Cj, its deadline D;, its period 7; and its fixed priority 7;: (Chy =1, D1 = 4,1y =6, 1y = 1), (Cy = 2, Dy = 3,
Ty, =3, m =2) and (C3 = 1,D3 = 4, T5 = 6, m3 = 3). Figure [I] presents two schedules of such task set: (a) when the tasks



are executed according to the dependency between T1 and T3, i.e. T3 cannot start to run before T1 completion; (b) when the
task dependency is not considered. In the schedule (a), task deadlines are met which is not the case in the schedule (b) as T1
missed its deadline. In such example, relaxing a task dependency of a schedulable task set leads to an unschedulable task set,
which is a scheduling anomaly we want to consider.

Identifier Type of scheduling anomaly Sustainability

Al Reducing the task execution time [2], [4], [6], [8], [13], [3], | C-Sustainability
(141, [91

A2 Weakening task precedence constraints [2]], [4]

A3 Increasing processor speed [3]] C-Sustainability

A4 Delaying task execution time [3]

A5 Increasing task priorities [2], [S]

A6 Reducing preemption delay [9]

A7 Increasing task deadline [9] D-Sustainability

A8 Increasing task period [10], [15] T-Sustainability

A9 Increasing the number of used processors [2]

Al10 Reducing self-suspension time [13] C-Sustainability

TABLE I: Types of scheduling anomalies

To design our scheduling anomaly model, we have looked for any publications describing timing anomalies in real-time
systems. We discarded however publications that are not about task scheduling, i.e. publications describing timing anomalies
that are not raised due to the way tasks are scheduled. For example, timing anomalies due to cache entities when computing
WCET are not integrated in this work for now [16].

Actually, we have selected 29 examples of scheduling anomalies from 13 publications. We have sorted them in 10 types
depending on the conditions during runtime that may actually trigger the anomalies. The selected scheduling anomalies are
summarized in the table [l

Notice that many of those scheduling anomalies are related to sustainability [[17]], but not all scheduling anomalies, which
shows that sustainability is not enough to capture all kinds of scheduling anomalies.

III. REPRESENTATION OF SCHEDULING ANOMALIES

We characterize an anomaly with a set of boolean expressions. Such expression is a predicate [18]] that represents a condition
which, when satisfied, reveals the potential presence of an anomaly. We elaborated a metamodel to represent anomalies. Figure 2]
depicts a simplified version of our metamodel. Its implemented version is used in our tools.

In this context, an anomaly expression can be simple or compound. A simple expression refers to a single property of a
real-time system. A compound expression combines several predicates with a logical operator (and/or operators). As examples,
in table [l we have the following simple expressions: CI which is true if the real-time system is uniprocessor and C3 which
is true if tasks are assigned prior execution time to a given processor.

An example of compound expression from the table is S7 which is true if a system may suffer the scheduling anomaly
referenced by A2 in table[l]
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Fig. 2: The predicate metamodel



A real-time system is made up of architecture elements. It is typically made up of processors, tasks and shared resources.
An architectural element is characterized by architecture properties. As an example, if an architecture is composed of several
processors, then, the C2 multiprocessor property is set to true. We argue that prediction of scheduling anomalies in a real-time
system requires consideration of the properties of its architectural elements.

Some properties are defined at design time and their value is constant at runtime. Certain combinations of such properties
are known to potentially lead to anomalies. But, certain properties are only significant at runtime, their value may change
during runtime and such a change can also lead to an anomaly.

Examples of runtime properties are when a tasks sees its execution time smaller than the one specified at design time or an
increase of the period of a task.

Thus, one has to consider two kinds of properties, (1) the static one which are defined at design time and (2) the runtime
one, which value may change at runtime. 23 static constraints and 10 dynamic constraints have been identified. Figure 2] depicts
the metamodel that represents a scheduling anomaly predicate, which is either simple or compound. Each simple expression
is related to an architecture property that can be either static or dynamic. Tables [[I] and [lII| give examples of respectively static
and dynamic simple expressions.

IV. DISCUSSION

From the model of the previous section, we can produce various representations. Figures [3] [f] and [5] are examples of such
representations.

Figures and |5 have been produced by hand, but one may consider to produce them automatically by model-driven
engineering methods. Figures [3| and [5] are representations of one of the anomalies considered in this work: the anomaly A2 in
table [} Figures [4] represents all anomalies of table [I]

Such representations could be used for various intentions.

Figure [3] represents an anomaly as a set of logical constraints. With such representation, each anomaly is specified as: 1)
a set of constraints leading to the anomaly 2) the constraints that are sufficient or necessary to trigger the anomaly 3) the
constraints that are always true in any architectures likely to trigger the anomaly. These last constraints can be seen as an
invariant. In [3]], we have implemented such a representation in Cheddar [19]], a schedulability tool, to verify at design time that
an architecture model is free of scheduling anomaly. In [20], this representation has been implemented to monitor real-time
applications and detect scheduling anomalies on a RTEMS operating system running on GR740 space hardened hardware.

Figure [ emphases constraint relationships between several anomalies and may help to identify/discover new architectures
likely to trigger scheduling anomalies.

Figure [3 is a decision tree representation of the constraints for the A2 anomaly. Figure [5] emphases architectures that are
known to potentially lead to scheduling anomalies (red leaves of the trees) and architectures that have to be investigated (leaves
with a question mark).

Both representations [4] and [5] should be analyzed manually or automatically.

We have used Figure [5|to manually discover scheduling anomalies. 3456 architectures can be represented with our scheduling
anomaly model of figure 2| With the anomaly categories of model of figure [2] we investigate anomalies that can occurs in the
20 architectures from S1 to S20 by varying the values of K1, K2 and K3 160 architectures have been analyzed which lead to
discovering anomalies in 5 of these architectures.

Decision trees are also classical machine learning models, i.e. Random Forest [21] and it would be interesting to evaluate
the use of Random Forest algorithms to automatically predict scheduling anomalies.

V. CONCLUSION

In this article, we have proposed a model to represent architectures of real-time systems in order to deal with scheduling
anomalies. We have built such model from a literature review with 29 architecture models where a scheduling anomaly has
been described. We proposed 3 representations of them. 3456 architecture models can be expressed thanks to this model and
its representations. By investigated 120 architecture models corresponding to the variation of the values of categories K3, K5
and K7, we identified 15 new architecture models that may lead to a scheduling anomaly, which means that probably others
could be detected if the 3456 possible architecture models. This shows that our model allows to identify new architecture in
which scheduling anomalies may occur. We also have shown that we can to implement tools to detect them at design time or
at runtime.

In the next months, we plan to analyze this model with the aim of characterizing new architectures that lead to anomalies
not yet described in the literature.
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VI. ANNEX

Categories Category description Static constraints Constraint description
" . Cl Uniprocessor
K1 Processing unit o)) MulGiprocessor
. C3 Partitioned
K2 Scheduling type o Global
. . C5 Fixed priority
K3 Scheduling policy o EDF
. . C7 DM
K4 Priority assignment 3 M
Cc9 Preemptive with negligible preemption delay
K5 Preemptivity C10 Non-preemptive
Cl1 Preemptive with significant preemption delay
. C12 Synchronous
K6 Release time CI13 Asynchronous
Cl4 Periodic
K7 Task type 5 Sporadic
C16 Independent
K8 Dependency C17 Precedence
C18 Shared resources
el e . C19 With self-suspending
K9 Task self-suspending 20 Without self-suspending
C21 Deadline equal to period
K10 Deadline constraint C22 Deadline smaller than period
C23 Deadline greater than period

TABLE II: Types of static constraints

Dynamic constraints | Description Type anomaly
D1 Task execution is shorter than expected Al
D2 Dependency constraints are not met A2
D3 Processor speeds have been increased A3
D4 Tasks suffer an unexpected delay A4
D5 Task priorities have been increased A5
D6 Preemption delay is reduced A6
D7 Task deadlines have been increased A7
D8 Task periods have been increased A8
D9 Tasks are run on a higher number of processors/cores A9
D10 Task self-suspendeding delay is shorter than expected A10

TABLE III: Dynamic constraints

Architectures Static constraints References
S1 CIANC3ACSACIACI2ZACI4ACITAC2 A C21 [4]

S2 CIANC3ACSACIOACI2ACI4ACI6OAC20 A C21 [22]

S3 CIANC3ACTIACIOACI2ACI4ACI8AC20 A C22 [6]

S4 CIANC3AC6 ACIOACI3ACI4ACI6 ACI9OAC22 [13]

S5 CIANC3AC6 ACII ACI2ACI4ACI6AC20 A C21 [9

S6 CIANC3ACTACII ACI2ACI4 ACI6AC20 A C21 [9

S7 CIANC3AC8ACII ACI2ACI4ACI6AC20 A C21 [9

S8 C2AC4NANCSANCIANCI2ZACIEACI6 AC20 AC22 (80, [15]
S9 C2AC4ANCSACIOACI2ACI4 ACITAC20 A C22 [2

S10 C2AC3ACSACIOACI2ACI4 ACI8 AC20 A C22 13, 23]
S11 CINC3ACSACIANCI2ZACI4ACIZBAC20AC22 [30

S12 CINC3ACSACIACI2ZACI4ACITAC2 AC22 [4]

S13 CIANC3ACSACIACI2ZACI4ACIO6AC2 A C21 [30

S14 C2AC4NANCTACIANCI2ZACI4EACI6 AC20 AC22 [10]

S15 C2AC3ACSACIANCI2ZACI4ACIO6AC2 A C21 [15]

S16 C2AC4ANC6ANCIOANCI3ZACI4AACIOAC2 A C21 [L1]

S17 CIANC3ACSACIOACI3ACI4ACI6 AC20 A C22 [30

S18 CIANC3ACSACIACI2ZACI4ACIO6AC2 A C21 [50

S19 CIANC3AC6 ACI1I ACI2ACI4 ACI6 AC20 A C22 (o

S20 C2AC4ANCS5ANCIANCI2ZACI4ACIO6 AC2 A C21 [L15]

TABLE IV: Anomalies from the literature



Name : Weakening precedence constraints
Identifier : A2

Conjunction of constraints from the literature :
[(Cl(/\C3 A ('.)’) ACIAC12ACL4ACI7AC20 A C22) v(C2ACA A CS5 ACLOACI2 A CL4 A C17 AC20A C22)]
A(DOA D2,

Conjunction of constraints with categories:
(K1 A K2A C5 AKS A C12A C14 A C17 A C20 A C22))
Necessary constraints : C17
Sufficient constraints: DO A D2
Invariant constraints : C5 A C12 A C14 A C17 A C20 A C22

Fig. 3: Constraint oriented representation for the A2 scheduling anomaly

D5.D2,D9

Fig. 4: Set oriented representation for all considered scheduling anomalies. The left graph is representing anomalies for
uniprocessor platforms while the right one is for multiprocessor.

Fig. 5: Decision tree oriented representation for the A2 scheduling anomaly
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